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D09 — Classification: explanatory negative-results note. The existing corpus already
separates homotopy preservation from recovery. The present constructions sharpen the finite-
deadline and encoding qualifications, supply a simple stochastic progress bridge, and delimit a finite
search for safe recovery certificates. They do not establish a new general topology/control theorem.

Abstract

An observation order describes relations among observable signatures. It does not, without
an additional model, describe the transitions an apparatus can execute. We formalize this
separation with a fixed two-state observation order supporting every finite-deadline recovery
probability between zero and one as the transition law varies. Even fixing the directed support
graph does not provide a positive uniform finite-deadline bound without a rate floor. Conversely,
a deterministically redundant observation recoding changes the homotopy type of a positive-
observation order complex while preserving every attainable task risk under matched processing
costs. We prove an operational-equivalence criterion by translating policies and a restricted
recovery theorem from an observable integer rank with a uniform conditional progress probability.
The theorem gives a binomial-tail bound and expected recovery time at most rank divided by
progress probability, attained by a simple chain. We extend the recoding example to arbitrary
finite orders on a fixed signature partition. A finite controller-product construction separates
invariant safety from recovery and gives an exhaustive search only for a strong monotone
certificate class; a three-state chain recovers almost surely without admitting that certificate.
A separate established product-chain test gives complete recovery synthesis within a declared
bounded deterministic-controller class. A diagnostic-memory fixture illustrates both a one-bit
benefit and its failure under ambiguous diagnostic noise. Exact small-structure calculations
and Markov recursions verify the examples. The result is a guide to the extra assumptions
required for cognitive or physical interpretations of structural invariants, not a rejection of the
pure structural mathematics.

1 The overlap audit changes the thesis

The handoff proposed investigating a bridge from structural invariants to prediction, recovery, and
control. That is a reasonable question, but the broad negative answer is already present in B-Theory.
The current Causal Self-Diagnosis with Noisy Tests, version 0.3 of 5 November 2026, separates
formal permission from executable physical safety in Section 10. Proposition 11.2 gives three-state
counterexamples in both directions between homotopy preservation and a specified recovery task;
Proposition 10.1 states a conditional implementation bridge [10]. Repeating that separation with a
new vocabulary would not establish a new contribution.

The structural manuscripts have different conclusions. Binary Order Thinning, local v3, proves
a rooted-incidence classification under a one-bit, height-at-most-two restriction [13, Theorems 3.3



and 4.2]. Observation Refinement, v0.5, treats supplied carrier splitting and already warns that
some nerve constructions depend on presentation [12, Section 6 and Remark 6.2]. The 9 November
two-bit addendum expressly separates its structural witness from physical safety and predictive
performance [14, Section 6]. We do not challenge those structural results or infer a stronger task
claim from them.

The narrower purpose here is to make three tests explicit: whether the invariant constrains a
fixed-deadline probability, whether the description survives an operationally redundant recoding,
and which dynamical premises restore a useful bound. The resulting mathematics is elementary. Its
value is in auditing interpretation and formulating the next genuine research problem.

External baseline. Controller abstraction already has operational relation frameworks. Feedback
refinement relations connect admissible inputs and successor sets so that a symbolic controller can
be implemented through quantized state information [9, Definition V.2 and Theorem VI.3|. For
stochastic decision processes, bisimulation-based metrics incorporate transition probabilities and
rewards and support value comparisons [6, Sections 4-5]. These antecedents make clear why a bare
topological invariant cannot replace the missing transition and task data. The rank theorem below
is proved directly and is not offered as a replacement for either framework.

2 Keep the structural and operational objects separate

2.1 Positive observation orders

Let S be a finite nonempty set of apparatus states, and let ® = (f;);er be Boolean observations.
Define the signature

Oa(s) = (fi(s))ier € {0,1}".

The positive-observation topology on S is generated by the truth regions fi_l(l). Its specialization
preorder, with the convention used here, is

s=2pt <= fi(s) < fi(t) forevery i.

Identify equal signatures to obtain the finite Ty poset Pp. Its order complex A(Pg) has strict
chains as simplices. Ordinary Betti numbers below use coefficients in Fy; for our one- and two-point
examples the homology is torsion-free and the same ranks hold over every field.

The partition into full signatures is a different object from this positive topology. Observing a
full bit value distinguishes zero from one even when only the positive truth region is a generating
open. Closing the observation algebra under complements changes the topology, and this must not
be mistaken for obtaining an additional physical measurement.

2.2 Controlled dynamics and targets

A separate finite action alphabet A and kernels K, (s, s’) determine the apparatus dynamics. At
time t, the agent observes Og(S;), chooses an admissible action based on its observed history, and
then Syt is drawn from K4, (S, ). In all examples the kernels and observation maps are known,
and only the current state is observed through the stated interface. A recovery target is a declared
subset G C S, with

¢ = inf{t > 0:S; € G}, Vi (s) = sup Pl (1¢ < H).



The deadline H is a nonnegative integer common to every compared policy. First entry is the
objective; maintaining membership after entry is a different task. No resource cost is included
unless explicitly stated. There is no inference that an edge in Py is an executable action. A model
imposing that relationship must state it as an additional assumption.

For prediction we specify an output function and a loss, separately from ®. A topological
similarity between observations does not determine this loss. Policy code, sensing costs, and memory
constraints can matter as well; operational equivalence below is stated only under a matched
implementation contract.

3 A fixed observation order permits arbitrary recovery probabili-
ties

Theorem 3.1 (Finite-deadline non-determination). Fix H > 1. There is a single two-state
observation order, a single target, and a single action such that, as its transition parameter varies,
recovery probability by H attains every value in [0,1]. The observation order complex is contractible
for every parameter.

Proof. Take S ={0,1}, f(s) = s, initial state zero, and target G = {1}. The positive order is the
chain 0 < 1, whose order complex is an interval. There is one action with

Kp(0,1) =p, Kp(0,0)=1-p, Ky1l,1)=1, 0<p<L

Starting at zero, recovery has not occurred by step H iff all H transitions remain at zero. Thus
Vi (0) =1 — (1 —p)H. For any desired v € [0,1], choose p = 1 — (1 —v)'/H. Neither the observation
map nor its order depends on p. ]

No function of this fixed observation complex alone can give a positive uniform lower bound
or an upper bound below one on Vi (0). This is a model-class impossibility: the class permits
arbitrary p. It does not refute a task bound proved with a rate restriction, an energy constraint, or
a transition-preserving abstraction.

Proposition 3.2 (A fixed support graph still lacks a deadline guarantee). For the same family
restricted to 0 < p < 1, every member has the same directed transition support, every member
reaches 1 almost surely, and

inf Vg (0) =0, sup Egrg = .
Proof. The support contains 0 — 0, 0 — 1, and 1 — 1 for every allowed parameter. The geometric
tail is (1 — p), which tends to zero as H — oo for each fixed p > 0. Its sum gives Erg = 1/p.
Letting p | 0 proves both asserted uniform statements. O

The order of quantifiers matters. For each fixed positive rate there is eventual recovery with
probability one; there is no common finite deadline guaranteeing a prescribed positive recovery
probability across all rates. Qualitative reachability is not a quantitative performance guarantee.

Prediction can vary independently as well. Retain the same observation order and use a
symmetric flip kernel with known flip probability p € [0,1/2]. After observing the current bit, the
best zero-one forecast of the next realized bit has error p. Hence identical observation topology
supports every optimal one-step error between zero and 1/2. If the target is instead the next-step
probability itself and the kernel is known, it can be reported exactly. This illustrates why specifying
the prediction target and loss is as necessary as specifying the dynamics.



What this adds to the current diagnosis report. The earlier report already shows failure
of directed recovery under homotopy-preserving thinning. Here the observation structure is held
completely fixed while a parameter changes the finite-deadline risk. The distinction is useful
analytically, but it is a continuation of the same warning rather than an independent discovery of a
topology/control gap.

4 Operationally redundant recoding can change topology

4.1 An exact two-state example

Keep S ={0,1} and f(s) =s. With ® = {f} the signature poset is a chain and fy = 1. Replace
the recorded symbol f by the deterministically computed pair (f,1 — f), so ¥ = {f,1 — f}. The
signatures are (0,1) and (1,0), which are incomparable; Py is a two-point antichain, A(Py) is two
isolated points, and Sy = 2. The homotopy types differ.

Nevertheless the original observation is recovered by reading the first coordinate, and the new
one is computed from the old. The complete observational information is identical. In an interface
where postprocessing is available at matched cost, every policy can make exactly the same decisions.
This example is about recoding an obtained bit. It does not authorize physically executing the
complement of a forbidden query. In the acquisition report, oriented physical tests can have different
permission even when their answer bits are complements [11, Example 8].

Theorem 4.1 (Operational equivalence under reversible observation coding). Consider the same

state space, initial law, admissible actions, kernels, terminal task, and loss with observation maps
O:S—=Zand O : S — Z'. Suppose maps g : O(S) — O'(S) and h : O'(S) — O(S) satisfy

O =go0, O=hoO.

Suppose the policy classes are closed under these translations and the declared costs of the correspond-
ing implementations agree. Then every attainable finite-horizon task risk under one observation map
1s attainable under the other. In particular their optimal risks coincide for every common horizon.

Proof. Given a policy using O, translate every observed symbol O’(S;) to h(O’(S;)) and feed the
translated history to that policy. Use the same random seed when coupling the policies. Initially
the states and action distributions agree. If the coupled state histories agree through time ¢, the
translated observations and selected actions agree, so applying the same transition randomness
makes the next states agree. Induction proves equality of trajectory laws and terminal decisions.
Task loss and corresponding implementation cost therefore agree. The map g gives the reverse
translation, proving equality of attainable risk sets. ]

This theorem is an elementary simulation argument, not a new comparison-of-experiments
theorem. It establishes information equivalence under an explicit closure and cost assumption. If
computing the recoding consumes time, additional memory, or a paid operation that the baseline
cannot use, that assumption fails. Resource-sensitive comparisons must charge those operations
rather than invoke the theorem for free.

A criterion for proposed cognitive invariants. Suppose a numerical descriptor is claimed to
determine exactly a capability that is invariant under the matched recodings of Theorem 4.1. Either
the descriptor is invariant, or the map from descriptor to capability must identify its varying values.
For a merely conservative bound, equality is not necessary: two presentations can give different valid



bounds on the same capability. Soundness must hold throughout the permitted class, but tightness
need not agree. The earlier draft incorrectly required equality of such bounds; this revision removes
that requirement. Positive-observation Betti numbers fail the first test in the example. They may
still describe an intentionally restricted observation language, but that language restriction is then
part of the interpretation. The theorem does not say that all topology is representation dependent;
it identifies a concrete construction and a concrete equivalence relation.

4.2 Every finite order can be presented on the same information

Proposition 4.2 (Arbitrary-order recoding). Fiz a finite observation map O with m > 1 nonempty
signature classes, labeled by L. For every partial order <p on L, there is a Boolean recoding of O
whose signature poset is isomorphic to (L,<r) and whose full signatures recover O exactly. Under
the implementation assumptions of Theorem 4.1, all these presentations have the same attainable
risks.

Proof. For each i € L record f;(s) = 1{i <z O(s)}, identifying the original signature with its label.
If x <p, y, transitivity gives f;(x) < fi(y) for every i. Conversely, coordinatewise domination implies
fz(y) = 1since fy(x) =1, hence x <p y. Antisymmetry makes these signatures distinct, so a lookup
on the finite image recovers the original label. Thus the signature order is exactly the prescribed
order, and reversible policy translation proves the risk claim. O

This is the elementary representation of a finite poset by principal upper-set indicators (equiva-
lently, principal downsets as signature supports; see 4, Section 1), used here to audit operational
interpretation; no new order-representation theorem is claimed. In particular, the same m observable
classes admit a chain presentation with contractible order complex and an antichain presentation
with m components. Any function of the order alone that is invariant under all these recodings is
constant over all m-element orders. This does not say that every topological space has an m-vertex
order-complex realization. Nor does it say that a physical observation language permits every
lookup at equal cost: that is the explicit matched-postprocessing contract. Restrictions to positive
or otherwise executable formulas can prevent these recodings, but must then be part of the claimed
invariant’s scope.

5 A conditional bridge from observable progress to recovery

A useful positive theorem must include what an agent can control and observe. Let ¢ : S — M be the
actual observation map, 7 : M — {0,1,...,d} a known rank, and r =7 oq. Let G = {s : r(s) = 0}.
A known feedback action a(g(s)) is assumed legal for every state compatible with the observation.
Fix p € (0,1]. Suppose, for every s ¢ G, it has

Ka(q(s)){sl : T(S/) < T(S) | 5} =1, (1)
Kogn{s' :r(s’) <r(s) = 1| s} = p. (2)

These conditions are uniform over hidden states in an observation class. A controller that needs the
unobserved true state to choose the promised action is not covered. The theorem also applies to a
history-dependent process if the two conditions hold conditionally after every positive-probability
history before hitting G.



Theorem 5.1 (Uniform rank-progress bound). Under (1)—(2), starting at rank ro < d and following
the specified feedback policy, for every integer H > 0,

P(r¢ > H) < P(Binomial(H, p) < rg), (3)
Erg < 19/p. (4)

For rog = 0 both quantities are zero. For p = 1, recovery occurs within ro steps. A chain that
independently decreases its rank by exactly one with probability p and otherwise stays put attains
equality in both bounds.

Proof. At each step before recovery, the conditional probability ¢; of a strict rank decrease is
at least p. Because the state sets are finite, represent each conditional transition using a fresh
independent uniform random variable Uy, allocating the interval [0, ¢;] to strict-decrease outcomes.
Define B; = 1{U; < p}. Then the B; are iid Bernoulli(p) and every B, = 1 before recovery forces a
rank decrease by at least one. After recovery, define the auxiliary decrease indicator to be one; it
is no longer used to update rank. Nonincrease in (1) means that ry such successes are enough to
hit zero. Hence the actual hitting time is at most the time 7}, of the roth success in the coupled
Bernoulli sequence. The event T,, > H is exactly fewer than r successes among the first H trials,
proving (3). The waiting times between Bernoulli successes are independent geometric variables
of mean 1/p, so ET,,, = ro/p. In the stated chain, rank decreases occur exactly at those successes,
giving equality. O

The proof uses conditional probability bounds, not independence of the apparatus’s successive
progress events. Independence belongs to the comparison sequence produced by the coupling.
If strict progress probabilities decline without a positive common lower bound, the theorem no
longer supplies a finite expected time. If backward moves are possible, counting successes alone is
insufficient.

5.1 What role can an order play?

Suppose an observed finite order supplies an integer height function decreasing along every executable
progress transition toward G. If the chosen feedback action also satisfies the no-backtracking and
rate-floor conditions, the maximum relevant height supplies d. This is a legitimate use of the order
as a progress certificate. The force of the result comes from the relation between the order and the
kernels. The order complex’s homology alone does not establish that relation.

The equality example has states 0,1,...,d, absorbing zero, and transitions 7 — j — 1 with
probability p and j — j otherwise. Threshold observations 1{j < k} reveal the rank and form
a chain of signatures. Its order complex is a simplex, hence contractible, for every d. Yet the
mean hitting time is d/p. Even among contractible examples, the height and rates determine a
quantitative timescale that homotopy type discards.

A weaker connectivity statement is possible under different assumptions: if every executable
transition follows an edge of a given complex, a state cannot reach a target in another connected
component. To turn connectivity into a sufficient recovery condition, one must additionally provide
executable directions, legal actions, observability of the needed choices, and suitable rates or fairness.
A connected picture by itself provides none of those properties.



6 Constrained invariance and a finite certificate search

6.1 A precise controller and uncertainty contract

Let C' C S be a supplied safe set and G C C the recovery target. Fix a finite nonempty family
of known rational kernels Kg , 0 € ©, a finite observation map ¢ : S — Y, and legal action sets
A(s). A deterministic controller has memory M, action table a : M x Y — A, and update table
u: M XY xY — M. Its timing is

Ay = a(My, q(Sh)), M1 = u(My, q(St), ¢(St+1))-

Thus updating uses the next observation, never the hidden successor state. For an integer b > 0,
the memory limit |M| < 2° charges persistent controller memory; it does not charge the current
input symbol or the fixed program tables. It is not a total implementation-memory bound.

On X =5 x M define the induced kernel

P%((s,m), (s',m)) = Ko qs)) (5, ) H{m' = u(m, q(s),a(s))}.

A supplied nonempty product domain D C C' x M contains the allowed initial product states. The
controller must be legal at every (s, m) € D and satisfy

Pl(z,D)=1 (zeD, §e0). (5)

This is a closed safe domain for this controller, not a claim to have found the maximal viability
kernel. It includes conditions at target states so that safety can continue after first entry. An integer
rank R : Zp — Z>¢ is defined on the nonempty observable cells Zp = {(¢(s),m) : (s,m) € D};
write p(s,m) = R(q(s),m) and T = DN (G x M). Require p~1(0) = T. Consequently target
membership must be observable relative to D; mixed target/non-target cells are excluded.

Fix p € (0,1]. For every x € D\ T and every 0, require

PPle o p(a) < p(@)}) =1, Pla,{a’: (&) < p(2)}) 2 p > 0. (6)

All successor sets here are subsets of D. Checking each model row is stronger than checking only
trajectories of one unknown fixed model: it also covers an adversary choosing 6 afresh, using the
past and even the hidden current state, before each transition. This stronger switching contract is
intentional. The certificate may reject problems that are solvable when a single unknown parameter
remains fixed.

Proposition 6.1 (Safe recovery and cost). Under (5)—(6), the controller remains in C' almost
surely at every time, including after recovery. From initial rank ro, the bounds of Theorem 5.1 hold
uniformly under the stated switching uncertainty. If the nonnegative charge per transition, including
sensing and updating, is at most cmax, then the charge Cr accumulated before first entry satisfies

ECT < CmaxTO/p-
If additionally P(x,T) =1 for all x € T and all 0, the target itself is invariant after entry.

Proof. Induction using (5) keeps the product in D at every fixed time; the countable union of
zero-probability exit events has probability zero. Taking conditional mixtures of the row inequalities
preserves nonincrease and the progress floor, even when the model choice depends on hidden state.
The rank coupling applies up to first entry. Pathwise C; < cpaxT gives the expectation bound. The
additional closure condition on 1" proves target invariance by the same induction. O



An expected-cost bound is not a hard budget or a replenishment guarantee. If an exhausted
store disables an action, include the store in S and verify closure there. Otherwise a small tail
of long waits can exhaust any finite reserve. D05 concerns recurrent resource viability in its own
explicit model; the present result neither reproduces its threshold nor solves maintenance with
hidden health.

6.2 Exactly what finite enumeration decides

Proposition 6.2 (Completeness within the monotone certificate class). For finite rational data as
above, a fized finite memory alphabet and supplied nonempty D, exhaustive enumeration decides
whether a deterministic controller and an integer rank satisfy legality, (5), target identification, and
(6) with some p > 0. It suffices to enumerate ranks in {0,...,|Zp| — 1}. The decision is only about
this certificate class.

Proof. There are finitely many action and update tables. For each, legality and closure are finite
checks. If a nontrivial certificate exists, it must use zero: otherwise a cell of minimum positive
rank would have no lower successor in D, contradicting positive progress. List its distinct rank
values as 0 = rg < ry < --- < ri. Replacing r; by ¢ preserves all strict and weak comparisons and
the zero set; k < |Zp| — 1. For each candidate compressed rank compute the minimum, over all
non-target product states and model rows, of the probability of a strictly lower rank. It is an exactly
computable rational number; accept precisely when it is positive and every nonincrease check holds.
If D =T, take rank zero and p = 1 by convention. These steps enumerate every certificate after
compression and accept only valid ones. ]

The same argument permits enumerating a finite collection of domains D and all memory sizes
up to 2%, with an explicitly supplied initialization rule or an enumeration of maps from initial
observations to memory. This is a finite, generally expensive decision procedure, not a complexity
improvement. Arbitrary randomized controllers, continuous uncertainty sets without an exact row
oracle, and general almost-sure recovery are outside its completeness statement. The earlier program
audit_extensions.py implements an exact certificate verifier and small fixed-controller checks.
Section 7 adds a separate cycle-admitting bounded-controller baseline; neither implementation is a
scalable general POMDP solver.

6.3 Certificate failure is not recovery failure

Consider fully observed states a, b, g, one action, safe set C' = {a,b, g}, target g, and transitions

ith bability 1/2
a — b surely, b W? proa%%y /2 g—g.
g with probability 1/2,

Starting at a, P(r, > H) = 27U/2 and E,7, = 4; starting at b the mean is 3. Thus safe
recovery is almost sure. A positive-floor monotone state rank cannot exist: the deterministic
a — b transition must decrease rank, whereas the positive-probability b — a transition forbids
that decrease. Even finite deterministic memory cannot fix this particular one-step certificate.
Along the infinite supported path a,b,a,b, ..., ranks never increase and every a-step must strictly
decrease, contradicting boundedness. The infinite path has probability zero; each of its finite prefixes
nevertheless has positive probability, so every tested transition is relevant.

The example instead satisfies the standard block bound P(r, > H) < (1/2)M/2 from any
non-target state: conditionally on not having hit, the next two steps succeed with probability at



least 1/2. Iterating conditional probabilities proves the bound without assuming independent blocks.
More generally a conditional success probability at least € € (0,1] in each block of integer length
L > 1 gives tail (1 —)M/L) and mean at most L/e.

It also has a nonmonotone expected-progress certificate: V(a) = 4, V(b) = 3, V(g) = 0 has
one unit of expected decrease at each non-target state. For a bounded nonnegative process with
conditional expected decrease at least § before hitting zero, telescoping the stopped process gives
> ien P(7 > t) < Vb; monotone convergence gives Er < V;,/. This is standard additive drift,
available under weaker hypotheses than our monotone-rank premise [8, Theorems 3.1-3.3]. It does
not, by itself, give the binomial tail.

Prior art and actual increment. Safe almost-sure reachability under partial observation and
support-based winning regions are already studied by Junges et al. [7, Sections 2—4 and 6]; their
productivity ranks are not our stronger every-transition nonincrease condition. Finite-memory
products and substantially stronger small-policy synthesis results also predate this revision [5]; for
example Asadi et al. [3, Theorem 1 and Corollary 2] address limit-sure reachability with small
memory. Robust multi-environment models are treated by van der Vegt et al. [15]; we do not equate
fixed-environment and switching semantics. Our increment is an explicit, reproducible certificate
contract, its quantitative consequence, and a counterexample to completeness for recovery, integrated
with the observation-topology warning. None is asserted historically novel.

7 Established recovery synthesis beyond monotone ranks

7.1 A complete bounded-controller baseline

The preceding certificate is sufficient but unnecessarily restrictive for many recoverable systems.
The proper comparison is to established finite-memory reachability synthesis, not to an assumption
that general recovery has no available methods. Chatterjee et al. [5, Section 4, Proposition 4]
already characterize winning finite-memory strategies by paths to the goal from every reachable
state-memory pair; their SAT method and deterministic-strategy variant substantially predate
this note. Andriushchenko et al. [2, Sections 1-3] explicitly discuss finite controller design spaces,
product-chain evaluation, and alternatives to naive enumeration. Controller timing conventions
differ across these works, so we do not transfer their memory-size complexity claims to our syntax
without a translation.

Here is a self-contained specialization with the timing of Section 6. Fix finite nonempty
S, A, M,©, a nonempty initial set I C S, safe set C' and target G C C. The family of rational
kernels is known, but a single unknown 6 € © remains fixed throughout each episode. The same
deterministic tables «,u, and initializer ¢ : ¢(I) — M must work for every model and every sg € I.
Write Ins = {(s,¢(q(s))) : s € I}, T = G x M, and P? for the induced product chain.

Two reachable sets are needed. Let Uy be all states reachable from I in the actual, unstopped
product chain. For analysis only, replace every row at T by a self-loop; let Vjy be the reachable set
of this stopped chain. This alteration does not modify the executing controller. In particular, it
supplies no ability to recognize a hidden target or halt upon entry.

Proposition 7.1 (Standard finite-product recovery test). A candidate controller is legal, remains

safe almost surely for all time, and reaches G almost surely from every allowed initial state in every
fized model if and only if, for each 0:

1. every product state in Uy projects into C' and its selected action is legal;



2. every product state in Vy has a directed positive-probability path to T in the stopped chain.

Consequently erhaustive enumeration of all finite deterministic tables and initializers decides this
objective for |M| < 2°, where b > 0 is an integer. Unlike Proposition 6.2, no observable monotone
rank or observable target membership is required.

Proof. Every finite positive-support path has positive probability. Thus an unsafe or illegal reachable
state prevents the first property, while absence of such a state ensures it by induction. This test
uses actual post-target dynamics because safety is perpetual.

If a stopped-chain state has no path to T, reaching it before the first hit has positive probability,
and thereafter hitting is impossible. Conversely, if every reachable state has a path to T', each has
a simple such path with at most |Vp \ T'| transitions. The finite chain has a positive minimum on
its positive probabilities. Following such a path therefore gives a uniform positive probability of
a hit in a bounded block. Repeating the conditional block argument proves almost-sure hitting.
Equivalently, every reachable bottom strongly connected component in the stopped chain must be a
target singleton. Finite table enumeration is exhaustive by construction; each test is finite. Padding
a smaller controller with unreachable memory states, or explicitly enumerating all sizes, handles the
memory upper bound. O

An illegal selected action may be temporarily completed by a self-loop when constructing the
graph, then rejected if reachable; its arbitrary completion cannot rescue a candidate. A model-
specific reachable set must be computed separately for each fixed model. Combining all edges first
changes the semantics and can reject valid controllers. Stopping for the second check also matters: a
controller starting in G and subsequently moving to a safe trap has already met first-entry recovery,
even if it never returns. It must still pass the unstopped safety check.

This is completeness for bounded deterministic controllers with the printed access and timing
contract. It is not a theorem that deterministic controllers suffice at a fixed memory budget, and
it does not solve arbitrary unbounded-memory or randomized policies. It improves the preceding
certificate’s coverage by using standard control mathematics, not a new topological invariant.

7.2 Quantitative evaluation and the uncertainty boundary

For an accepted controller let
n =max |[Vy \ 7.
0cO | o \ |

If n = 0, the first hit is at time zero. Otherwise let § € (0, 1] be the least positive probability among
transitions out of non-target states in the Vjp, over all models. A simple path to T has at most n
edges and probability at least §”. Hence, uniformly over the finite fixed-model family and allowed
initial states,

P(rg > H) < (1 — /M Erg <n/é",  H e Zso. (7)

When § = 1, the zeroth power is one; the bound says recovery occurs within n steps. The conditional
block proof does not assume independent actual blocks. This is a standard, often loose bound: the
same path-probability and block argument appears explicitly in Akshay et al. [1, Section 4, Theorem
5], using maximum shortest-path distance in place of our possibly larger n. Their sampling-based
certification problem differs from our supplied finite family, but the mathematics of the bound is a
direct antecedent. The finite positive rate floor here does not contradict Proposition 3.2, whose
model class allows rates arbitrarily close to zero.
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Exact evaluation is preferable when feasible. Let (Qp be the submatrix on Vp \ 7. Almost-sure
hitting implies that its powers tend to zero, and

(I—-Qo)hg=1

has a unique finite solution giving expected hitting times. For rational inputs, exact Gaussian
elimination avoids rounding a small positive escape probability to zero. A bounded rational
nonnegative per-transition expected charge replaces 1 by its rowwise expectation. This is stopped
cost, not a continuing maintenance bill. The resulting values can be compared across enumerated
controllers within this fixed class; no global optimality over larger policy classes is implied.

Fixed uncertainty is weaker than adversarial switching. With one action and states a, b, g,
consider two deterministic models with absorbing g:

KA:a—>g,b—>a; KB:a—>b,b—>g.

Both fixed models reach g within two steps from a or b. A switching adversary selecting B at a and
A at b instead produces the cycle a,b,a,b,.... Thus modelwise acceptance does not provide the
switching guarantee of Section 6. This distinction belongs alongside the existing fixed-environment
literature [15]; it is not a new robust-control separation claim.

7.3 A diagnostic-memory fixture and its noise failure

The new computation includes a small synthetic fixture, not a hardware experiment. A hidden
fixed fault is h € {L, R}. Initial states hg share observation start; the sole legal test moves to a
diagnostic state dj,, whose observed report is y € {L, R}. The report equals h with probability
1 —n. The sole legal advance action then moves to h,,, where both faults give the same observation
work. Two repairs are legal there: the matching repair reaches an absorbing goal with probability p
and otherwise remains at h,,; the other repair causes absorbing damage. Goal and damage permit
only a hold action. The safe set excludes damage. The two fixed candidate rates are p = 1/4 and
p = 3/4, and both faults are permitted initial states.

For n = 0, one persistent bit stores the diagnostic report across the change to the ambiguous
work observation. Always using the corresponding repair and preserving memory on failed retries is
safe and recovers almost surely. For either fault its exact tail and mean are

1 H <2,

Erag=2+1/p.
1-pH"=? H>2, ¢ v

P(Tg>H):{

The two compulsory setup transitions are charged, giving means 6 and 10/3. With no persistent
bit, the work action is the same for both faults and damages one, so no deterministic memoryless
controller meets the robust safety objective. The benefit concerns retained information under this
interface; it is not an advantage of self-model terminology.

For two memory states we exhaustively enumerate a normalized set of 1,024 controllers: two
work-action choices at each memory state, and eight binary memory-update choices. Initial memory
is fixed to zero without loss by relabeling. The relevant updates are two start—report entries,
four report—work entries, and two work—work entries. All other updates are unreachable before
first entry or enter absorbing states where the sole action is hold, so they cannot affect safety or
recovery and may be set to zero. These reductions cover every controller’s behavior in this fixture;
the 1,024 tables are not distinct behavioral equivalence classes. Exactly 32 pass. There are only
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two normalized one-memory-state controllers, and neither passes. The model includes ten declared
states; with perfect reports the two misleading diagnostic states are unreachable.

Adding n = 1/10 removes every winner in both enumerations. More strongly, no policy under
this interface can guarantee both safety and recovery when 0 < n < 1: each report, and thus
each pre-repair observation history, has positive probability under both faults. Any chosen first
repair damages one compatible fault with positive probability. Randomization cannot make both
wrong-action probabilities zero, and withholding repair cannot reach the goal. Memory does not
create a missing reliable diagnostic distinction. This failure is as central as the one-bit success case;
an imperfect-sensor extension requires a different risk tolerance, a safe diagnostic action, or another
declared interface.

What the validation does and does not establish. The cycle-admitting checker accepts all 32
recovering chains in the previous 49-chain study, including the eight rejected by monotone ranks. A
further exhaustive grid uses two actions at each non-target state, chooses each of its four successor
supports from the seven nonempty subsets of three states, and assigns uniform positive probabilities
on each support. Across 2,401 models and 9,604 deterministic memoryless policy evaluations, 2,240
models admit safe almost-sure recovery from both non-target states. Exact arithmetic also verifies
1,344 block-tail inequalities and 164 fixture-tail identities. This is a small exhaustive model study
and a functional validation of the implementation. We do not claim comparative performance against
published SAT /inductive solvers, realistic sensor calibration, or external experimental validation.

8 Verification and editable figures

The inherited source code/reproduce.py performs two bounded cross-checks. The new audit reran
it and obtained byte-identical data tables and check summary. This is reproduction of the author
implementation, not a new independent algorithm. First, it enumerates all 16 subfamilies of the
four Boolean maps on a two-state set. It records their signature partitions and order-complex Betti
numbers. For the family {f} and the family {f,1 — f}, the code verifies two distinct signature
classes in both, with Gy respectively one and two. These are exact finite calculations over the stated
construction, not an exhaustive result for arbitrary observation spaces.

Second, it propagates the full rank-chain distribution by the Markov recursion and independently
evaluates the binomial tail for d € {1,3,5}, p € {0.05,0.2,0.7,1}, and H = 0,...,60. All 732
comparisons agree to within 2.45 x 107! in ordinary floating arithmetic. The general equality
is proved in Theorem 5.1; numerical agreement is an implementation check. No Monte Carlo
trajectories are used and no random seed is needed.

The new code/audit_extensions.py uses exact rational arithmetic independently of the
inherited floating implementation. It reproduces all 732 rank-chain equalities, reconstructs all 219
labeled four-element partial orders from the recoding proposition, and examines all 49 one-action
three-state chains formed by choosing a nonempty successor set for each of two non-target states,
assigning uniform positive mass, and making the third state absorbing. Of these 49 chains, 32
recover almost surely from every state; only 24 admit a monotone state-rank certificate. The
remaining eight exhibit the certificate’s incompleteness. All 2,352 tested tail inequalities for accepted
ranks hold exactly. The program checks controller-product construction, a robust floor of 1/4,
rank compression, unsafe successors, illegal actions, unobservable targets, target exit despite safety,
and the all-target case. These bounded checks are not a general synthesis benchmark or a formal
verification of the printed proofs.

The figure intentionally plots dynamical quantities. No Betti-number curve is labeled as
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Figure 1: Left: different recovery probabilities with exactly the same two-state observation order.
Right: exact nonrecovery probabilities in a depth-three rank chain. The right-hand curves attain the
bridge bound. Rates and deadlines are dimensionless discrete-time model parameters, not physical
measurements. PDF, editable SVG, tabulated data, and generating Python code are included.

information gain, safety, or awareness. A new topology-based proposal should be judged against
the directly available kernel /rank calculation: if its invariant adds neither a valid implication nor a
computational advantage, it may be only a visualization.

9 Failure boundaries and a focused research prospectus

When the negative conclusion does not apply. A topological property of a carefully defined
state-transition system can constrain motion, obstruction, or coordination. Our no-go construction
does not address every such theory. It says that the particular observation structure cannot determine
unrestricted, separately specified dynamics. A geometry derived from physical collision constraints,
for example, would already contain additional operational information. The specification must
identify what is included in the construction and how policy execution relates to it.

When the positive conclusion fails. A single observation class may contain two states requiring
incompatible progress actions. A rank defined on true states then fails the observation-factorization
premise. Unknown or drifting transition probabilities can also violate a claimed floor p. A certified
finite-horizon bound would need simultaneous lower confidence bounds and an account of failure
probability; simply substituting an empirical rate into (3) is unjustified. Sensor refinement can
change action legality or physically damage the apparatus even when it adds no topological defect.
Those changes must be represented in the transition contract, as the existing diagnosis report
already emphasizes.

A narrower remaining research problem. Section 6 settles finite enumeration only for its
explicit deterministic monotone certificate class. Section 7 now supplies the established cycle-
admitting solution for bounded deterministic controllers under a finite fixed-model family. The
remaining task is to justify useful computational or interpretive advantages over such established
methods under an executable observation and uncertainty contract. Compare block and expected-
drift certificates against established POMDP reach-avoid methods, charging their memory, sensing,
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and verification costs. Any claimed structural advantage must improve a valid implication or
a measured search cost over those baselines. Randomized policies at a fixed memory budget,
general uncertainty representations, learned support/rate guarantees, and physical execution remain
separate obligations; no new general control theorem or computational advantage is established.
Sampling-only certification is already a distinct research problem in current primary work [1], not
solved by substituting empirical rows into our checker.

Being, Becoming, and The MIND. The operational lesson is that a system’s organization
and its ability to recover depend on different specified data. A representation may change while
capabilities remain constant, or remain fixed while the apparatus loses capability. A model of an
agent’s own limitations should track the relationship between observations, actions, and transitions
rather than infer capacity from a structural picture alone. These are functional and methodological
conclusions; they supply no criterion for subjective awareness.

Merge and publication recommendation. The revision retains the explanatory classification
after separate Al-agent specialist and hostile reviews of each revision; these are internal reviews,
not external human peer review. This draft should be integrated as an explanatory quantitative
appendix to the existing diagnosis/recovery line or retained as a short methods note. Its headline
separation is already established in B07, and its rank bound is an elementary stochastic comparison.
It remains distinct from D04 because it audits the interpretation of a structural descriptor rather
than choosing a representation from data. If a later D04 manuscript proposes topology as a selection
score, these counterexamples should be part of that manuscript’s validation rather than counted as
a separate discovery. No independent novel research-paper status is recommended on the present
evidence.
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